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‘ ‘ Every Al system your organization
deployed in the last 18 months has at
least one attack vector your security
team hasn't tested for."”

We secured the network.

We secured the endpoint.

We forgot to secure the model.



The Missed Attack Surface

Classical security doesn't see this threat

What We Secured What We Missed

v Network perimeter X Model behavior

v Application code X Training data integrity
v User authentication X Prompt input channels
v" Endpoint agents X Al agent actions

Your SIEM, WAF, and EDR were not built to detect an attack that happens in natural language.
Al introduced a new layer between the user and the system. That layer has no firewall.



The Poisoned Foundation

Training-layer attacks - corrupting the model before it's ever deployed

The Attack: Attackers don't need access to your systems. They need access
to your data - before it trains your model.

@ REALINCIDENT
HuggingFace / PyTorch Supply Chain - 2025

Attackers embedded malicious code inside pre-trained models using the Pickle

serialization format - the industry-standard format for PyTorch models. Hundreds of
backdoored models were available on public repositories. Most organizations pull
ore-trained models with zero provenance checks.

You didn't get hacked. You downloaded the hack.

Fraud detection approves transactions it should block
Credit scoring model calibrated to favor specific outcomes
You will never know-corruption happened before deployment



The Weapon Hidden in Plain Sight

Inference-layer attacks. Weaponizing the model's intelligence against you

@ CVE-2025-32711 - CVSS 9.3 @ Memory Poisoning
Echoleak - Microsoft Copilot - 2025 Google Gemini - Feb 2025

A researcher uploaded a document
with hidden instructions. Gemini
stored false data in its persistent
memory - triggered by everyday
words like "yes" or "sure."

A researcher embedded a prompt
injection payload inside a
PowerPoint's speaker notes. When a
colleague asked Copilot for a
summary - Copilot returned their
private emails instead. No malware.

e Every subsequent conversation was
No phishing. No user error. Y N

compromised. Silently. Indefinitely.

of enterprise Al

of those instances OWASP LLM risk -
110/ Users havzpas’.ced 220/ included confidential #1 two years running
O company atg into opersonal or financial
chatbot queries data




When Al Stops Talking, and Starts
Acting

When an agent can act, an attacker who controls its input controls its actions.

@ Real Incident @ Real Incident @ Real Incident
ServiceNow Now Assist ChatGPT Atlas Browser Devin Al Coding Agent

A low-privilege agent was
fed a malformed request,
tricking it into asking a
higher-privilege peer to
export customer case
files externally. The senior

For $500 in testing costs,
the agent was found
completely defenseless. Via
crafted prompts: ports
exposed to the internet,
access tokens leaked, and

Hidden text in a Google Doc
could redirect the agentic
browser to drain a user's
bank account. OpenAl
publicly acknowledged that

agent complied - trusting Sé%?@i:;i?&l?%z?jltlyAl C2 malware installed - all

its peer. No alert. No without writing a line of
. solved. .
human in the loop. exploit code.




Why Now. Why You.

This is no longer a research problem - it is a regulatory and business reality

EU Al Act

High-risk Al credit decisioning,
fraud detection, HR screening,
faces binding security
obligations. Most Greek financial
institutions are already in scope.
Article 9 mandates continuous
risk management for the full Al
lifecycle.

A poisoned credit model isn't a
security incident. It's a
supervisory event.

@lez +DORA

Al components embedded in
critical functions fall under incident
reporting obligations. An LLM-
driven process that produces a
material error due to manipulation
is a reportable incident.

Your regulators haven't issued
guidance yet. That doesn't mean
you're not liable.

@Your Contracts

Do your Al vendors guarantee
model behavior? Disclose training
data provenance? Notify you when
the model is updated? Accept
liability for outputs?

For most organizations in this
room: the answer to all four is no.

Air Canada (2024): A court ruled Air Canada liable for incorrect information provided by its own chatbot. The
Al gave wrong policy advice. The company paid. The precedent is clear: you own what your Al says.




5 Controls. No Excuses.

What good looks like-the minimum viable security posture for any

organization running Al in production

Threat Model your Al

Treat the model as an attack surface before
deployment. Map inputs, outputs, data flows,
agent actions. Ask: what happens if someone
tries to break this?

Build an Al Bill of Materials

Know what is in your model: training data
sources, fine-tuning history, third-party
components, version lineage. Same standard as
software-no exceptions.

Red-Team your LLMs

Prompt injection testing is now a standard pre-

production gate. If your Al hasn't been
adversarial tested, it hasn't been tested.

Contractual Controls

Before your next Al procurement: require model
behavior SLAs, data provenance disclosure,
update notification obligations, and defined
liability for Al outputs.

Least-Privilege for Agentic Al

No autonomous action without scoped,
auditable, reversible tool access. If it can read

emails, it cannot send them. Scope everything.

| og everything.




Achilles wasn't weak.

He was almost invincible-and that's exactly what made the heel so dangerous.

Your Al is the same.

Powerful. Trusted. Deployed everywhere.
And carrying a vulnerability class your security stack cannot see.

The attackers already know where the heel is.

Before your next Al deployment, ask one question:

“Has anyone actually tried to break this?”



Konstantinos Vouzoplis
Accenture Cybersecurity Lead for Greece
® ﬂ-*

If this talk raised questions your team is already wrestling with, I'm happy to go deeper.
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